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When a person makes a claim, that claim may be correct or incorrect, but it can also be
interpreted in terms of the information conveyed, a second-order judgment. For example, a claim
may provide objective, fact-like information about the world, or it may provide subjective,
preference-like information about beliefs. Second-order judgments about moral claims (i.e.
metaethical judgments) occupy a special case: some morals are perceived as more objective than
others. The present work examined second-order judgments of morals, facts, and preferences
behaviorally and neurally, using linear mixed effects models to estimate by-stimulus secondorder judgments (Study 1), comparing them with Theory of Mind network (ToMN) activity
(Study 2). Among moral claims, ToMN activity was positively correlated with subjectivity (i.e.
preference-like) ratings and was negatively correlated with objectivity (i.e. fact-like) ratings.
Spatially, these correlations overlapped in bilateral TPJ, key nodes in the ToMN. Mixed effects
analyses ruled out the potential confounds of semantic or syntactic differences across stimuli.
Further, exploratory analysis suggested that the relationship between ToMN and mental state
inference may differ in morals, compared to facts and preferences. The present work, then,
contextualizes the neural processes associated with metaethical judgment. We briefly speculate
on how our findings may inform accounts of ToMN activity, drawing on recent theories of
predictive processing.
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1. Introduction
A single claim can be interpreted at multiple levels. For example, for the claim “Mount
Whitney is the tallest mountain in the United States” a first-order judgment would label it as
correct or incorrect (it is incorrect; the tallest is Mount McKinley). However, a second-order
judgment describes the nature of the information the claim expresses, such as whether the claim
contains objective information about some state of the world or subjective information about
what someone believes. Generally, facts and preferences are understood to represent opposite
poles (objective–subjective) of one dimension of second-order judgment (Goodwin & Darley,
2010; Sayre-McCord, 1986). Other claims (e.g. about morality, aesthetics, or social norms),
however, can fall between these two extremes, meaning that second-order judgments of moral
claims sometimes vary: they are sometimes more objective, and sometimes more subjective. In
the present work, we examine metaethical judgments (i.e. second-order judgments about
morality) and their relationship with activity in the Theory of Mind network.
In moral philosophy, whether morality (as a domain) is objective or subjective is an area
of unresolved debate. Likewise, there is no consensus among non-philosophers either: people
report that some moral claims are more objective (e.g. “slavery is wrong”) and that other moral
claims are more subjective (e.g. “eating meat is wrong”). Recent studies have highlighted this
variability (Beebe, 2014; Goodwin & Darley, 2008, 2012; Heiphetz & Young, 2017; Sarkissian,
Park, Tien, Wright, & Knobe, 2011; Theriault, Waytz, Heiphetz, & Young, 2017; Wright,
Grandjean, & McWhite, 2013), but the cognitive and neural processes underlying it are not well
understood. Moral judgment draws on a number of more basic processes (e.g. affective
experience, mental inference; Schaafsma, Pfaff, Spunt, & Adolphs, 2015; Young & Dungan,
2012; see also, Theriault, Young, & Barrett, 2019). We assume that the same is true for
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metaethical judgment, which means that an understanding of the processes underlying
metaethical variability would not limit conclusions to the moral domain—conclusions might be
applied to other social processes as well (e.g. social norms; Ruff, Ugazio, & Fehr, 2013; Zaki,
Schirmer, & Mitchell, 2011). Thus, the present work examines blood-oxygen-level dependent
(BOLD) activity related to the second-order information conveyed by moral claims: are
perceived objectivity and subjectivity related to BOLD activity in known networks of brain
regions, and can this activity help us understand what processes these brain regions implement?
Because subjective claims involve referencing one’s own and others’ beliefs, we
examined activity in the theory of mind network (ToMN) using a region of interest (ROI)
analysis. The ToMN is comprised of brain regions implicated in the representation of internal
mental states (e.g. beliefs, intentions; Ciaramidaro et al., 2007; Dodell-Feder, Koster-Hale,
Bedny, & Saxe, 2011; Fletcher, 1995; Gallagher et al., 2000; Gobbini, Koralek, Bryan,
Montgomery, & Haxby, 2007; Ruby & Decety, 2003; Saxe & Kanwisher, 2003; Saxe & Powell,
2006; Vogeley et al., 2001; Young, Camprodon, Hauser, Pascual-Leone, & Saxe, 2010; Young,
Cushman, Hauser, & Saxe, 2007; for review, see Schurz, Radua, Aichhorn, Richlan, & Perner,
2014; Van Overwalle, 2009). If reading subjective moral claims requires that participants
represent the speaker’s beliefs, then activity in the ToMN may track with this perceived
subjectivity. Furthermore, if some moral claims are perceived as more objective or subjective
than others, then the most powerful way to examine metaethical variability would be to use an
item analysis (e.g. Bedny, Aguirre, & Thompson-Schill, 2007; Dodell-Feder et al., 2011), testing
the relationship between ToMN activity and by-stimulus ratings of perceived objectivity and
subjectivity. In Study 1, we used an online sample to independently measure these by-stimulus
judgments, then, in Study 2, we related these judgments to ToMN activity.
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1.1. Present Work
In prior work, moral claims supported by a social consensus were rated as more objective
(Goodwin & Darley, 2012; Heiphetz & Young, 2017). Consistent with this, the present work
used claims that were designed to elicit consensus to varying degrees. Claims about facts,
morals, and preferences, were designed to fit within consensus subcategories, eliciting either
positive-consensus (where most people would agree), negative consensus (where most people
would disagree), or no-consensus (where neither agreement nor disagreement was strong; Figure
1; also see 2.1.2). In Study 1, we validated the stimuli and collected behavioral ratings in an
online sample, demonstrating that positive-consensus moral claims were perceived as more factlike and that metaethical judgments were much more variable among moral claims, compared to
facts and preferences. In Study 2, participants read the same set of claims in the scanner. We
broke from our a priori consensus sub-categories and performed an item analysis across all
stimuli, using ToMN activity from Study 2 to predict the by-stimulus variance in the behavioral
ratings collected in Study 1. This analysis required that we compare our two samples, and this
was made possible by fitting maximal mixed effects models to each sample (Barr, Levy,
Scheepers, & Tily, 2013) and extracting item estimates (i.e. best linear unbiased predictors, or
BLUPs; Baayen, Davidson, & Bates, 2008; Westfall, Nichols, & Yarkoni, 2017). These BLUPs
provide a conservative estimate of by-stimulus behavioral ratings and BOLD (blood-oxygenlevel dependent) activity, independent of any variance that can be attributed to participants in the
sample itself. Together, these studies show that metaethical judgments can be predicted by
ToMN activity.
2. Study 1
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Study 1 validated our stimuli set in an online sample, and allowed us to extract bystimulus estimates of behavioral ratings from a sample that was approximately twice the size of
our fMRI sample. To measure metaethical judgment, we asked participants to rate each claim on
the extent that it was about facts, about morals, and/or about preferences (Theriault et al., 2017).
This method has several advantages: (a) it validates stimuli conditions—facts should be rated as
most fact-like, morals as most moral-like, and preferences as most preference-like; and b) it
avoids artificially imposing relationships among ratings (unlike bipolar methods, where a claim
could be rated as either more like a fact, or more like a preference). For example, positiveconsensus moral claims may be perceived as both more fact-like and less preference-like, or
alternatively, fact-like and preference-like ratings may be uncorrelated; our method avoids
imposing assumptions on what correlations among ratings might emerge.
2.1. Method
2.1.1. Participants. Participants were recruited online using Amazon Mechanical Turk
(AMT) at an approximate rate of $6/hour, in line with standard AMT compensation rates. The
final sample consisted of 49 adults (25 female, 1 unspecified; MAge = 33.5 years, SDAge = 10.7
years), after excluding two participants for failing an attention check that asked them to describe
any claim they had read. The Boston College Institutional Review Board approved studies 1 and
2, and each participant provided consent before beginning.
2.1.2. Procedure. Participants read a series of claims (e.g. “It is irresponsible for airlines
to risk the safety of their passengers”; see Appendix A for all claims), and, for each, rated a) their
agreement (“To what extent do you disagree/agree; 1–7, “completely disagree”—“completely
agree”), and b) the extent that the claim was about facts, about morals, and about preferences
(Rating-type: fact-like/moral-like/preference-like; “To what degree is this statement about …
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[facts, morality, preferences]”; 1–7, “not at all”—“completely”). The order of rating-types was
counterbalanced across participants. Claims were designed to be interpreted as either facts,
morals, or preferences, and were evenly divided between categories (nFact = 24, nMoral = 24,
nPreference = 24). Each category included three consensus subcategories: a) positive-consensus,
where most people would agree with the claim (n = 6); b) negative-consensus, where most
people would disagree (n = 6); and c) no-consensus, where there would be no strong positive or
negative consensus (n = 12). No-consensus claims (as opposed to controversial claims) were
used because the feature of interest was consensus; in other words, no-consensus claims were
intended to elicit a unipolar, non-skewed distribution of agreement. By contrast, controversial
claims (e.g. “abortion is wrong”) would presumably produce a bimodal distribution of
agreement, introducing strong individual differences that could decrease the power of our item
analyses. The no-consensus subcategory was also larger relative to other subcategories on
account of an uninformative distinction that was irrelevant to the final design: six no-consensus
facts were true and six were false. Critically, claims did not contain any mental state markers
(e.g. “She thinks,” “He believes”) that could have elicited BOLD activity related to mental state
processing (i.e. ToMN activity).
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Figure 1. Sample stimuli. Claims varied in content (fact/moral/preference) and agreement
(positive-consensus/no-consensus/negative-consensus). See Appendix A for the full text of all
stimuli.
2.1.3. Statistical methods. Studies 1 and 2 used mixed effects analyses to model crossed
by-subject and by-stimulus random effects (Baayen et al., 2008; Judd, Westfall, & Kenny, 2012;
Westfall, Kenny, & Judd, 2014). This analysis allowed for generalizations beyond our sample of
participants and stimuli, whereas standard analyses (e.g. ANOVA) cannot generalize beyond the
specific stimuli tested. Mixed effects analyses also allow us to extract by-stimulus BLUPs,
predicting stimuli ratings while controlling for variance that could be attributed to subjects in the
Study 1 sample (Westfall et al., 2017). Analysis was conducted in R (R Core Team, 2016), using
the lme4 package (Bates, Mächler, Bolker, & Walker, 2015), and p values for fixed effects were
calculated using the Satterthwaite approximation of degrees of freedom, implemented in the
lmerTest package (Kuznetsova, Brockhoff, & Christensen, 2017).
2.1.4 Data and software sharing. De-identified raw behavioral data and code to
reproduce all analyses and figures are available at https://osf.io/cx4dp/.
2.2. Results
2.2.1. Validating agreement sub-categories. Agreement ratings were fit with a maximal
mixed effects model. As fixed effects, the model included main effects of category
(fact/moral/preference), consensus (positive-/no-/negative-consensus), and their interaction. As
random effects across subjects, the model included random intercepts, and random slopes for
category, consensus, and their interaction. As random effects across stimuli, random intercepts
were included. Condition means are presented in Table S1 of the online supplemental materials.
lmer(agreement ~ 1 + category*consensus
+ (1 + category*consensus | subject)
+ (1 | stimuli))
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We observed some differences in agreement across categories, but critically, differences
among consensus sub-categories were consistent with our design. Main effects were significant
for both category, F(2, 72.15) = 7.35, p = .001, and consensus, F(2, 55.11) = 55.1, p < .001, but
not their interaction, F(4, 66.5) = 0.35, p = .843. In follow-up contrasts, agreement was greater
for facts, z = 3.27, p = .003, and morals, z = 3.33, p = .003, relative to preferences, whereas
agreement did not differ between facts and morals, z = 0.01, p = .999 (p values were corrected
for 3 comparisons; αfamilywise = .05; single-step method; multcomp package Hothorn, Bretz, &
Westfall, 2008). Differences among consensus sub-categories were consistent with our design:
agreement was greater for positive-consensus claims, relative to no-consensus claims, z = 6.48, p
< .001, and negative-consensus claims, z = 10.26, p < .001, and agreement was greater for noconsensus claims relative to negative-consensus claims, z = 6.80, p < .001. Although preferences
elicited less agreement in general, there was no significant interaction between category and
consensus, meaning that differences between consensus sub-categories were comparable across
facts, morals, and preferences.
2.2.2. Examining fact-/moral-/preference-like ratings across consensus subcategories. An initial, maximal mixed effects model failed to converge (after 10,000 iterations):
lmer(rating ~ 1 + rating_type*category*consensus
+ (1 + rating_type*category*consensus | subject)
+ (1 + rating_type | stimuli))

Given this, we simplified the model, removing consensus sub-categories from by-subject random
effects. As fixed effects, the model included main effects of rating type (fact-/moral-/preferencelike), category (fact/moral/preference), consensus (positive-/no-/negative-consensus), and all
interactions. As random effects across subjects, the model included random intercepts, and
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random slopes for rating type, category, and their interaction. As random effects across stimuli,
the model included random intercepts and random slopes for rating type.
lmer(rating ~ 1 + rating_type*category*consensus
+ (1 + rating_type*category | subject)
+ (1 + rating_type | stimuli))

Consistent with prior work (Goodwin & Darley, 2012; Heiphetz & Young, 2017),
positive-consensus moral claims were perceived as more objective (fact-like) than other moral
claims not backed by a social consensus. The model produced a significant 3-way interaction,
F(8, 63.0) = 4.06, p < .001 (for condition means see Table S1 of the online supplemental
materials). Contrasts compared consensus sub-categories within each category x rating-type
grouping (p values corrected for 27 comparisons; α familywise = .05; single-step method). Among
morals, positive-consensus claims were perceived as more fact-like than no-consensus, z = 5.70,
p < .001, and negative-consensus claims, z = 6.26, p < .001. Among facts, positive-consensus
claims were perceived as more fact-like than negative-consensus claims, z = 4.72, p < .001, and
no-consensus claims were also more fact-like than negative-consensus claims, z = 5.43, p < .001.
Among preferences, there were no significant differences between consensus categories (Figure
2b).
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Figure 2. Post-scan behavioral ratings. Participants rated each scenario on the extent that it was
fact-like, moral-like, and preference-like (1–7; “not at all” – “completely”). (a) Collapsing across
consensus subcategories, ratings were consistent with our a priori categories: facts were largely
fact-like (left), preferences were largely preference-like (right), and morals were largely morallike (center). Moral claims were also perceived as largely preference-like (a pattern explored
further in Theriault et al., 2017). (b) Across consensus subcategories, positive-consensus morals
were perceived as more fact-like than no-consensus or negative-consensus morals (center; blue).
Note that variance across items was markedly greater for moral claims than for facts or
preferences (dots represent item averages for each rating; 72 stimuli x 3 ratings). Error bars
represent 95% confidence interval. For condition means, see Table S1 of the online supplemental
materials.
2.2.3 Examining variability in metaethical ratings. Variance across stimuli appeared to
be greater among moral claims than among facts and preferences (Figure 2b). We confirmed this
observation statistically, examining model fit in both the maximal model and in models limited
to each category (Nakagawa & Schielzeth, 2013; implemented in MuMin package; Bartoń,
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2016). Model fit is represented by R2marginal, which denotes variance accounted for by fixed
effects, and R2conditional, which denotes variance accounted for by both fixed and random effects.
Model fit was high in the overall model, R2marginal = 0.683, R2conditional = 0.838, and marginal fit
was high in the fact-only model, R2marginal = 0.803, R2conditional = 0.887, and preference-only
model, R2marginal = 0.821, R2conditional = 0.913, meaning that variance within facts and preferences
was largely explained by fixed effects. Marginal fit was much lower in the moral-only model,
R2marginal = 0.331, R2conditional = 0.666. Likewise, dropping by-stimulus random effects from each
model significantly reduced model fit, but the difference was markedly greater for moral claims:
facts, χ2 (6) = 96.81, p < .001; preferences, χ2 (6) = 33.39, p < .001; morals, χ2 (6) = 631.35, p <
.001. Thus, rating-type and consensus fixed effects could largely account for the responses
within facts and preferences, but among moral claims fixed effects were less able to account for
the observed variance, which was particularly strong across stimuli.
2.3. Discussion
Consistent with prior work (Goodwin & Darley, 2012; Heiphetz & Young, 2017), people
rated positive-consensus moral claims as more fact-like (i.e. more objective) than no-consensus
and negative-consensus moral claims. Further, ratings for moral claims were more variable than
for either facts or preferences. Study 2 tested whether this variability among ratings for moral
claims could be accounted for by activity in the ToMN, given the hypothesis that evaluating
subjective claims would elicit mental state processing1.
3. Study 2

1

fMRI data used in Study 2 is also used in a separate study (Theriault, Waytz, Heiphetz, &
Young, 2017). Analyses are not repeated between the two studies: the present study focuses on
by-stimulus relationships between BOLD activity and metaethical judgment. The separate study
focuses on contrasts between facts, morals, and preferences, examining why morals and
preferences elicit overlapping BOLD activity relative to facts.
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Objective claims refer to some external state of the world, whereas subjective claims are
dependent on mental states (e.g. beliefs) (Goodwin & Darley, 2010; Sayre-McCord, 1986).
Moral claims can be perceived as subjective, objective, or as falling somewhere between these
extremes (Goodwin & Darley, 2012; Theriault et al., 2017; Wright et al., 2013), and Study 1
demonstrated that this variability is not well captured by behavioral measures. In Study 2 we
examined perceived objective/subjectivity and its relationship to BOLD activity in the ToMN,
examining five regions of interest (ROIs) in the ToMN: right/left temporoparietal junction
(R/LTPJ), dorsal-/ventro-medial prefrontal cortex (DMPFC/VMPFC), and precuneus (PC). We
predicted that subjective moral claims, which depend on representing mental states, would elicit
greater activity in the these ToMN ROIs.
3.1 Method
3.1.1. Participants. Participants were a community sample, recruited through an online
posting and paid $65. The final sample consisted of 25 right-handed adults (12 female, 12 male,
1 unspecified; Mage = 27.0 years, SDage = 5.2 years). Two more participants were recruited but
not analyzed due to excessive movement, identified during spatial preprocessing. Of these 25
participants, two completed only a subset of the scan session runs: one completed five of six runs
due to experimenter error, and for the other a movement artifact rendered only the first three runs
usable. We were unable to collect post-scan ratings for one of the 25 participants. All
participants were native English speakers with no reported history of learning disabilities,
previous psychiatric or neurological disorders, or a history of drug or alcohol abuse.
3.1.2. Procedure. Participants completed the study in a single session. Twenty
participated at Harvard University’s Center for Brain Science Neuroimaging Facility, and five at
the Massachusetts Institute of Technology’s Martinos Imaging Center. Scanning parameters and
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equipment were identical between sites (see 3.1.4). In the scanner, participants read claims and
rated their agreement with each (ratings were consistent with consensus subcategories; see Table
S2). Claims were shown across six runs (12 per run; items were randomized; conditions were
counterbalanced to appear equally in each run). Participants read each claim (6 s), rated their
agreement (+4 s), and waited during fixation (+12 s). Agreement was provided with a button box
(1–4; “Strongly Agree”–“Strongly Disagree”). A thumb press indicated “Don’t Know”, which
was coded as an empty cell. This option was provided to avoid confusion, particularly for noconsensus facts where the answer was generally unknown (across our complete sample, 68.5%
of “don’t know” responses were for no-consensus facts, followed by 7.7% for no-consensus
preferences). Stimuli were presented in white text on a black background using a projector,
viewable through a mirror mounted on the head coil. The experimental protocol was run on an
Apple Macbook Pro using Matlab 7.7.0 (R2008b) with Psychophysics Toolbox. Each
experimental run was 4 min 52 s long, totaling 29 min 12 s across six runs. The in-scanner
experiment was preceded by a structural scan (6 min 3 s) and a functional localizer (two 4 min
46 s runs; Dodell-Feder et al., 2011; see 3.1.5). The total scan time was 68 min 8 s due to a
second study not reported here involving responses to moral dilemmas (29 min 12 s); runs for
both studies were interleaved, so that stimuli in the present work were equally likely to appear
early or late in the session, across participants. Post-scan, participants gave behavioral ratings for
all claims (i.e. fact-/moral-/preference-like ratings) on an Apple Macbook Pro and completed a
brief demographics questionnaire.
3.1.3. Stimuli and measures. Stimuli were identical to those described in Study 1 (see
Appendix A). Ratings of additional item features were collected in a separate online sample in
order to explore their relation to by-stimulus ToMN activity. These included questions used in a
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prior item analysis of the ToMN (Dodell-Feder et al., 2011) as well as measures of arousal and
valence (Kron, Goldstein, Lee, Gardhouse, & Anderson, 2013; see Appendix B). In these
separate online samples, participants were asked one of the following questions: Mental Imagery
(n = 46; “To what extent did you picture or imagine what the statement described as you read?”;
1–7–; “Not at all”–“Very much”), Person Present (n = 48; “Does this statement mention people
or a person?”; 0–1; “No”–“Yes”), Valence (n = 42; the difference between 8-point positive and
negative unipolar scales; Kron et al., 2013), Arousal (n = 42; the sum of both 8-point positive
and negative unipolar scales; Kron et al., 2013); and Mental States (n = 48; “To what extent did
this statement make you think about someone’s experiences, thoughts, beliefs, and/or desires?”;
1–7; “Not at all”–“Very Much”). Given that prior work has established the sensitivity of the
ToMN to mental state information (Saxe & Kanwisher, 2003), and given that this Mental States
measure was ambiguous with respect to whose mental states should be considered (either your
own, or the mental states of others), we asked an additional sample of participants two more
precise questions: Mental States (of Others), (n = 44; “To what extent did this statement make
you think about the experiences, thoughts, beliefs, and/or desires OF OTHER PEOPLE?; 1–7;
“Not at all”–“Very Much”) and Mental States (of Self), (n = 46; “To what extent did this
statement make you think about YOUR OWN experiences, thoughts, beliefs, and/or desires?”;
1–7; “Not at all”–“Very Much”).
To ensure that effects were not driven by semantic/syntactic differences across stimuli,
several item characteristics were collected using Coh-Metrix 3.0 (Graesser, McNamara,
Louwerse, & Cai, 2004; McNamara, Louwerse, Cai, & Graesser, 2014). These included features
such as word length, reading ease, noun concreteness, familiarity, and imageability, among
others (see Appendix B).
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3.1.4. fMRI imaging and analysis. Scanning was performed using a 3.0 T Siemens Tim
Trio MRI scanner (Siemens Medical Solutions, Erlangen, Germany) and a 12-channel head coil
at the Center for Brain Science Neuroimaging Facility at Harvard University and at the
Massachusetts Institute of Technology’s Martinos Imaging Center. Thirty-six slices with 3mm
isotropic voxels, with a 0.54mm gap between slices to allow for full brain coverage, were
collected using gradient-echo planar imaging (TR = 2000 ms, TE = 30 ms, flip angle = 90°, FOV
= 216 x 216 mm; interleaved acquisition). Anatomical data were collected with T1-weighted
multi-echo magnetization prepared rapid acquisition gradient echo image (MEMPRAGE)
sequences (TR = 2530 ms, TE = 1.64 ms, FA = 7°, 1mm isotropic voxels, 0.5mm gap between
slices, FOV = 256 x 256 mm). Data processing and analysis were performed using SPM8
(http://www.fil.ion.ucl.ac.uk/spm) and custom software. The data were motion-corrected,
realigned, normalized onto a common brain space (Montreal Neurological Institute, MNI),
spatially smoothed using a Gaussian filter (full-width half-maximum = 5 mm kernel), and highpass filtered (128 Hz).
3.1.5. ToMN localizer task. An independent functional localizer task identified ToMN
ROIs (Dodell-Feder et al., 2011). The task consisted of ten stories about mental states (falsebelief) and ten about physical representations (false-photograph). Stories were matched in
complexity across conditions; see http://saxelab.mit.edu/superloc.php for the complete set. Each
story appeared (10 s) and was followed by a statement about it, rated true or false (+4 s).
Typically, to increase power, this contrast is used to select ROIs individually for each
participant. However, this approach also means that ROI coordinates cannot be reported in
normalized space. Alternatively, we could select ROIs using the peak voxels of a whole brain
random effects contrast (belief > photograph) across all participants. Both approaches returned
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the same results, and so in the interest of providing replicable coordinates we used the latter
approach, defining each ROI as a 9mm-radius sphere around the peak voxel (for coordinates see
Table S3 of the online supplemental materials). Five ROIs were identified for each participant,
dorsomedial prefrontal cortex (DMPFC), ventromedial prefrontal cortex (VMPFC), precuneus
(PC), right temporoparietal junction (RTPJ), and left temporoparietal junction (LTPJ).
3.1.6. ROI analysis. BOLD activity for each functional ROI was estimated using a
boxcar regressor, beginning with the appearance of the text, and ending after the agreement
rating (10 s total). The time-window was adjusted for hemodynamic lag so that data were
collected at 4–14 seconds from onset (Dodell-Feder et al., 2011). To model activity in each ROI,
we transformed BOLD activity at each time point of the experimental task into percent signal
change (PSC = raw BOLD magnitude for (condition – fixation)/fixation), centering each run at
mean PSC.
3.1.7. Whole brain correlation analysis. Whole-brain analyses were performed by first
estimating beta maps for each item and then correlating beta maps with estimates of behavioral
ratings (derived from Study 1, see 3.1.8). For each subject, three models correlated beta
estimates with fact-like, moral-like, and preference-like ratings. Subject-level beta maps of each
correlation were entered into separate second-level analyses across subjects. Each second-level
contrast was cluster-corrected by permutation (5000 samples) to achieve a familywise error rate
of α = .05, thresholding voxels at p < .001 (uncorrected; recommended by Woo, Krishnan, &
Wager, 2014). Permutation tests were performed using SnPM 13 (http://warwick.ac.uk/snpm;
Nichols & Holmes, 2002).
3.1.8. Statistical methods. We used mixed effects analyses to model behavioral
responses and PSC. Model specification and simplification is described below (3.2.2). For
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ToMN ROIs, we fit the model then extracted BLUPs (best linear unbiased predictors) to
compare by-stimulus ROI activity with behavioral BLUPs extracted from Study 1 (see Appendix
A). BLUPs were desirable for a number of reasons. First, they have the property of shrinkage,
i.e. each estimate accounts for the sample distribution and consequently anticipates regression to
the mean (Baayen et al., 2008). Second, by-stimulus BLUPs are estimated separate from bysubject variance, allowing us to use Study 1 estimates that control for by-subject variance.
Leveraging these properties allowed us to take advantage of Study 1’s larger sample size,
providing more accurate estimates of by-stimulus behavioral ratings. Study 1 BLUPs were
extracted from the model reported in 2.2.2, dropping the fixed effect of consensus categories to
minimize the projection of a priori categories onto the data (for model details, see Table S4 of
the online supplemental materials).
3.1.9 Data and software sharing. De-identified ROI timecourse data and code to
reproduce all analyses and figures are available at https://osf.io/cx4dp/.
3.2. Results
3.2.1. Replicating Study 1 behavioral results. First, we estimated behavioral ratings
from our Study 2 sample to ensure that the patterns in Study 1 were replicated. The maximal
mixed effects model used in Study 1 (2.2.2) did not converge, most likely because of Study 2’s
smaller sample of participants. There were no parameters which could clearly be dropped (e.g.
parameters with zero unique variance, in a model with uncorrelated random effects), so bystimulus random effects were dropped instead, as we simply wanted to confirm that ratings were
similar to those observed in Study 1. The resulting model included, as fixed effects, main effects
of rating type (fact-/moral-/preference-like), category (fact/moral/preference), consensus
(positive-/no-/negative-consensus), and all interactions. As random effects across subjects, the
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model included random intercepts, and random slopes for rating type, category, and their
interaction.
lmer(rating ~ 1 + rating_type*category*consensus
+ (1 + rating_type*category | subject)

As in Study 1, positive-consensus moral claims were rated as more fact-like than noconsensus and negative-consensus moral claims. We performed contrasts for all comparisons of
interest (p values corrected for 27 comparisons; α familywise = .05; single-step method). Consistent
with Study 1, participants rated positive-consensus morals as more fact-like than both noconsensus morals, z = 6.82, p < .001, and negative-consensus morals, z = 7.92, p < .001, whereas
no significant difference emerged between no-consensus and negative-consensus morals, z =
2.33, p = .378. Unlike in Study 1, there was no significant difference in fact-like ratings across
consensus sub-categories (for condition means see Table S5 of the online supplemental
materials).
3.2.2. Model fitting and by-stimulus estimates of ToMN activity. Initially, a maximal
mixed effects model, predicting PSC, was fit across all functional ROIs:
lmer(PSC ~ 1 + ROI*category
+ (1 + ROI*category | subject)
+ (1 + ROI | stimuli)

However, this maximal model failed to converge and had to be simplified. Interactions between
random effects were temporarily removed, and all random effects components with zero unique
variance were removed. The final model included, as fixed effects, main effects of ROI (DMPFC
/VMPFC/ PC/ RTPJ/ LTPJ), category (fact/moral/preference), and all interactions. As random
effects across subjects, the model included random intercepts, and random slopes for ROI,
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category, and the interactions of VMPFC and LTPJ with the moral category. As random effects
across stimuli, the model included random intercepts, and random slopes for VMPPC.
lmer(PSC ~ 1 + ROI*category
+ (1 + ROI + category + moral*VMPFC + moral*LTPJ | subject)
+ (1 + VMPFC | stimuli)

These simplifications from the maximal model are informative with respect to relations
among ROIs (for model details, see Table S6 of the online supplemental materials). For bystimulus random effects, we observed high correlations between DMPFC (i.e. intercept), PC,
RTPJ, and LTPJ. These correlations preclude calculating unique variance terms for each ROI,
but, at the same time, they suggest that the response of these regions cannot be distinguished
within our set of stimuli. Thus, the mixed effects analysis provided a data driven rationale for a
more conservative analysis, treating these regions as a network and avoiding overfitting the data
to every ROI. At the same time, as by-stimulus variance for VMPFC can be estimated separately,
the data licensed separate analyses for this region.
As all analyses below concern the by-stimulus estimates of ToMN activity, by-stimulus
estimates of DMPFC, PC, RTPJ, and LTPJ are averaged and collectively referred to as the
ToMN. Given this, ROI interactions reported below explore differences between the ToMN, and
VMPFC.
3.2.3. Examining the relationship between ToMN activity and metaethical
judgment. Our core question was whether by-stimulus metaethical ratings of moral claims were
related to ToMN activity. To test this, by-stimulus estimates of metaethical ratings were
extracted by from the Study 1 model (2.2.2), providing fact-like, moral-like, and preference-like
ratings for all stimuli. Separately, by-stimulus estimates of PSC (centered and normalized) were
extracted from the mixed effects model fit to the fMRI design (3.2.2). A linear model was fit to
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test whether by-stimulus behavioral ratings could be predicted by ToMN activity. The model
included the main effects and interactions of PSC (estimated from the model in 3.2.2), category
(fact/moral/preference), and rating type (fact-/moral-/preference-like). To test whether the
relationship between ToMN activity and behavioral ratings differed across ROIs, the model also
included all interactions between ROI (ToMN/VMPFC) and each term including PSC (for model
details, see Table S7 of the online supplemental materials).
lm(rating ~ 1 + PSC*category*rating_type +
ROI:PSC + ROI:PSC:category + ROI:PSC:rating_type +
ROI:PSC:rating_type:category)

Behavioral ratings were differentially related to ToMN activity between categories (facts,
morals, and preferences), with morals showing a distinct pattern of association. We observed a 4way interaction, F(4, 405) = 5.73, p < .001 between PSC, category, rating-type, and ROI.
Follow-up ANOVAs identified significant 4-way interactions between morals and facts, F(2,
270) = 7.42, p < .001, and between morals and preferences, F(2, 270) = 6.64, p = .002, but not
between preferences and facts, F(2, 270) = 0.01, p = .986.
A power analysis (estimated by simulation using the simr package; Green & MacLeod,
2016) indicated that the 4-way interaction between PSC, category, rating-type, and ROI was
well-powered, as its effect size could be reduced by up to 65% while retaining over 80% power.
All fixed effects in the model were multiplied by .65, and power was estimated using a
likelihood ratio, comparing the model above to an alternative model omitting the 4-way
interaction, power = 83.60%, 95%CI = [81.16%, 85.84%], 1000 simulations.
Among both facts and preferences, ToMN activity was not related to behavioral ratings.
Within facts, averaging across ToMN and VMPFC, PSC did not interact with rating-type, F(2,
135) = 0.23, p = .792, and PSC showed no significant main effect, F(1, 135) = 0.01, p = .991.
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Likewise, within preferences, averaging across ToMN and VMPFC, PSC did not interact with
rating type, F(2, 135) = 0.61, p = .550, and PSC showed no significant main effect, F(1, 135) =
2.60, p = .109 (Figure 3b).
Within morals, ToMN activity was related to behavioral ratings. Across moral stimuli,
increased ToMN activity was associated with increased preference-like ratings and decreased
fact-like and moral-like ratings. Within morals, we observed a 3-way interaction between PSC,
rating-type, and ROI, F(2, 135) = 6.03, p = .003. Follow-up ANOVAs demonstrated that the 3way interactions were significant between preference-like and fact-like ratings, F(1, 90) = 13.8, p
< .001, and between preference-like and moral-like ratings, F(1, 90) = 5.55, p = .022, but nonsignificant between fact-like and moral-like ratings, F(1, 90) = 0.81, p = .371. Thus, among
moral claims, BOLD activity in ToMN and VMPFC shows one relationship with preference-like
ratings, and another for moral-like and fact-like ratings. These relationships differ again between
ROIs, as evidenced by significant 2-way interactions between PSC and ROI among preferencelike ratings, F(1, 45) = 4.57, p = .038, and fact-/moral-like ratings, F(1, 92) = 8.80, p = .004.
Within morals, we modeled the relationship between PSC and fact-/moral-like ratings,
the relationship between PSC and preference-like ratings, and their differences between ToMN
and VMPFC (for model details, see Table S7 of the online supplemental materials). Contrasts
tested the strength of each relationship. In the ToMN, PSC was negatively related to fact-/morallike ratings, B = -1.01, t(140) = 4.32, p < .001, and positively related to preference-like ratings, B
= 0.94, t(140) = 2.85, p = .020. Within VMPFC, PSC was also negatively related to fact-/morallike ratings, B = -0.28, t(140) = 3.18, p = .007, and marginally positively related to preferencelike ratings, B = 0.31, t(140) = 2.48, p = .055 (p values corrected for 4 comparisons; α familywise =
.05; single-step method). Thus, among moral claims, ToMN activity was negatively related to
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fact-/moral-like ratings, and positively related to preference-like ratings, with both relationships
present, but weaker in VMPFC (Figure 3a).
A simr power analysis (Green & MacLeod, 2016) indicated that by-stimulus relationship
between ToMN activity and metaethical judgement was well-powered. As with the 4-way
interaction reported above, fixed effects could be reduced by 65%, and power remained over
80%. For the negative relationship between ToMN activity and fact-/moral-like ratings, power =
81.90%, 95%CI = [79.37%, 84.24%], 1000 stimulations. For the positive relationship between
ToMN activity and preference-like ratings, power = 89.50%, 95%CI = [87.43%, 91.33%], 1000
stimulations. Associations with VMPFC activity were less well-powered, and should be
considered with less confidence: ToMN–fact-/moral-like association, power = 52.20%, 95%CI =
[49.05%, 55.34%], 1000 stimulations; ToMN–preference-like association, power = 58.80%,
95%CI = [55.68%, 61.87%], 1000 stimulations.
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Figure 3. Behavioral–BOLD relationships. By-stimulus estimates of behavioral ratings were
extracted from Study 1 and compared with by-stimulus estimates of PSC, extracted from a model
of all ROIs in Study 2. ToMN includes averaged estimates for DMPFC, PC, RTPJ, and LTPJ (all
by-stimulus random effects were perfectly correlated). (a) Within moral claims, PSC for ToMN
was positively related to preference-like ratings, and negatively related to fact-/moral-like
ratings. These relationships were present, but weakened in VMPFC. (b) Within facts and
preferences, there was no relationship with PSC. Shaded areas represent 95% confidence
intervals.
3.2.4. Using ToMN activity to account for by-stimulus variance among moral claims.
In Study 1, behavioral ratings were highly variable across moral claims (2.2.3) . We tested
whether this variance could be accounted for by the behavioral–BOLD relationships identified in
3.2.3. First, we fit a linear model, including all moral stimuli, predicting behavioral rating
estimates from Study 1 (2.2.2). This model included the main effects of consensus, rating-type,
and their interactions. Next, we fit a second linear model, adding the four identified relationships
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between BOLD activity and behavioral ratings of moral claims—i.e. the relationships between
both ToMN and VMPFC activity, and both preference-like and fact-/moral-like ratings. The
model comparison was significant, F(4, 131) = 6.00, p = 1.8 x 10 -4, demonstrating that measures
of BOLD activity could account for some of the observed variability among moral claims.
3.2.5. Examining the relationship between BOLD activity and metaethical judgment
across the whole brain. A whole brain random effects analysis of moral claims provided
context for our ROI analysis. Associations between fact-like and preference-like ratings
overlapped in bilateral TPJ (Figure 4). We performed three whole brain correlation analyses,
testing the relationship between average by-stimulus PSC and behavioral estimates of fact-like,
moral-like, and preference-like ratings, derived from Study 1 (see 3.1.8). Preference-like ratings
were positively correlated with activity in bilateral TPJ (peak MNI coordinates: right [54, -60,
34]; left [-36, -70, 48]), and fact-like ratings were negatively correlated in overlapping regions of
bilateral RTPJ (peak MNI coordinates: right [44, -68, 46]; left [-44, -62, -48]). These regions of
overlap were slightly dorsal and anterior to the functionally defined ROI positions; however,
they did overlap, particularly in RTPJ (Figure 4). Surprisingly, fact-like ratings were negatively
correlated with activity in the superior and bilateral middle frontal gyri, and positively correlated
with activity in the parietooccipital sulcus. No voxels showed negative associations with
preference-like ratings, and no voxels correlated (positively or negatively) with moral-like
ratings. Thus, fact-like ratings are negatively correlated with activity in several regions, but
correlations between BOLD activity and both fact-like and preference-like ratings converged in
bilateral TPJ.
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Figure 4. Whole brain behavioral–BOLD correlations, within moral claims. In three separate
models, BOLD estimates were correlated with fact-like, moral-like, and preference-like ratings,
extracted from Study 1. ToMN ROIs are pictured for reference. Fact-like ratings were negatively
related to activity in bilateral TPJ, overlapping with regions showing positive correlations with
preference-like ratings. These areas of overlap included areas within the defined TPJ ROIs in
both hemispheres. Fact-like ratings were also negatively related to BOLD estimates in superior
and middle frontal gyri, and positively related in parietooccipital sulcus. For peak coordinates
see Table S8 of the online supplemental materials.
3.2.6. Controlling for potential confounds: reaction time and semantic/syntactic
features. Although we identified a relationship between behavioral ratings and BOLD activity,
this relationship could be driven in part by variance on some other dimension that was not of
experimental interest, such as reaction time or semantic/syntactic features of the stimuli. Along
with reaction time, we collected 13 semantic/syntactic features of our stimuli (e.g. reading ease,
noun concreteness; Graesser et al., 2004; McNamara et al., 2014; see Appendix B), and added
them (and their interactions with ROI and category) as fixed effects to the model of ToMN
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activity identified in 3.2.2. Beginning with a maximal model (omitting correlations among
random effects), non-significant confounds were dropped from the model step-wise. The final
model controlled for stimuli differences in concreteness, words before the main verb, and
familiarity (but notably, not reaction time, which was not related to ToMN activity; for model
details and full analysis, see Table S9 of the supplemental online materials). By-stimulus
estimates of ROI activity were extracted from the resulting model, and the analyses in 3.2.3 were
repeated. The results were consistent with our initial findings, although we no longer observed an
interaction between ToMN and VMPFC. Among moral claims, positive ToMN activity was
associated with increased preference-like ratings, B = 1.02, t(70) = 2.81, p = .013, and decreased
fact-like/moral-like ratings, B = -0.97, t(70) = 3.79, p < .001 (p values corrected for 2
comparisons; α familywise = .05; single-step method). These relationships did not change if reaction
time, and its interactions with category and ROI, were reintroduced to the behavioral model.
3.2.7. Examining the relationship between ToMN activity and additional item
features. Among moral claims, ToMN activity was associated with independent estimates of
metaethical judgments: the ToMN was more active for preference-like claims and less active for
fact-/moral-like claims. However, variability in by-stimulus metaethical judgments was much
greater among moral claims, compared to facts and preferences (Figure 2b). Although ToMN
activity and metaethical judgments were correlated among moral claims, the failure to observe a
relationship among facts and preferences may stem from the low variability in metaethical
judgment in these categories.
To accurately compare ToMN–behavior correlations between facts, morals, and
preferences, we would need to examine ratings that show variability within each category. To do
this, we examined correlations between ToMN activity and Study 1 agreement ratings (which, by
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design, ranged between strong disagreement, no consensus, and strong agreement), as well as a
variety of additional item features, collected in separate online samples (see 3.1.3). These
additional features included: (a) ratings of the presence of mental states (either generally, with
reference to one’s own mental states, or with reference to the mental states of others); (b) ratings
of evoked mental imagery; (c) binary judgments of whether a person was present in the
statement; (d) ratings of valence; (e) and ratings of arousal. Each rating was fit with maximal
mixed effects model, and behavioral by-stimulus estimates were extracted and compared with
by-stimulus estimates of ToMN activity (see Table S10 of the online supplemental materials; see
also Figure S1 for a correlation matrix, comparing all by-stimulus estimates).
Agreement was differentially related to ToMN activity across facts, morals, and
preferences (Figure 5a). A PSC x category interaction indicated that agreement was differentially
predicted by ToMN activity across categories, F(2, 66) = 5.92, p = .004. Follow-up ANOVAs
indicated that the agreement–ToMN relationship different significantly between morals and
preferences, F(1, 44) = 11.78, p = .001, marginally between morals and facts, F(1, 44) = 3.71, p
= .061, and non-significantly between facts and preferences, F(1, 44) = 2.32, p = .135.
Correcting for three comparisons (α familywise = .05; single-step method): among facts, the
agreement–ToMN relationship was non-significant, B = 0.02, t(69) = 0.04, p = 1.00; among
preferences, the agreement–ToMN relationship was positive and marginally significant, B =
1.01, t(69) = 2.30, p = .072; and among morals, the agreement–ToMN relationship was negative
and significant, B = -1.46, t(69) = 2.57, p = .037. This negative relationship among moral claims
(Figure 5a) is consistent with our behavioral findings: positive-consensus moral claims were
perceived as more fact-like (Figure 2b), and fact-like moral claims also elicited decreased ToMN
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activity (Figure 3). Between facts, morals, and preferences, the agreement–ToMN relationship
varied, and appeared to show opposite directionality between morals and preferences.
Among ratings for the presence of mental state information (either general, self-oriented,
or other-oriented; see 3.1.3), ToMN activity was associated with ratings only among preferences,
not among facts or morals (Figure 5b–d). For general mental state information, associations with
ToMN activity differed across facts, morals, and preferences, PSC x category interaction, F(2,
66) = 5.92, p = .004. Correcting for three comparisons (α familywise = .05; single-step method),
contrasts indicated that general mental state information was positively associated with ToMN
activity among preferences, B = 0.37, t(66) = 3.39, p = .004, but not among facts, B = 0.20, t(66)
= 1.65, p = .275 or morals, B = -0.24, t(66) = 1.70, p = .253. For self-oriented mental state
information, associations with ToMN activity also differed across facts, morals, and preferences,
PSC x category interaction, F(2, 66) = 3.96, p = .024. Correcting for three comparisons (α
familywise

= .05; single-step method), contrasts again indicated that self-oriented mental state

information was positively associated with ToMN activity among preferences, B = 0.51, t(66) =
2.48, p = .047, but not among facts, B = -0.13, t(66) = 0.55, p = .928 or morals, B = -0.37, t(66) =
1.37, p = .436. Finally, for other-oriented mental state information, associations with ToMN
activity differed across facts, morals, and preferences, PSC x category interaction, F(2, 66) =
3.48, p = .037. Correcting for three comparisons (α familywise = .05; single-step method), contrasts
once again indicated that other-oriented mental state information was positively associated with
ToMN activity among preferences, B = 0.47, t(66) = 2.77, p = .022, but not among facts, B =
0.23, t(66) = 1.20, p = .547 or morals, B = -0.26, t(66) = 1.19, p = .552. Regardless of how
mental state information was measured, ToMN activity was associated with the rating among
preferences, but not among statements about facts and morals. This was surprising given that the
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ToMN has been repeatedly shown to be active in response to stories containing information
about mental states (Dodell-Feder et al., 2011; Saxe & Kanwisher, 2003; Saxe & Powell, 2006;
Schurz et al., 2014; Van Overwalle, 2009). We discuss this finding further in the general
discussion.
Of our remaining item features, only the presence of a person was positively associated
with ToMN activity (Figure 5e). The association did not differ across categories, F(2, 66) = 0.04,
p = .962, but, collapsing across categories, ToMN activity was positively associated with the
presence of a person, B = 1.40, t(68) = 2.28, p = .026. Other measures were not significantly
related to ToMN activity (Figure 5f–h; for analyses, see Table S10 of the online supplemental
materials).
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Figure 5. Exploratory behavioral–BOLD relationships. By-stimulus behavioral estimates of
agreement were extracted from Study 1, and from independent online studies for remaining
measures. By-stimulus estimates of ToMN activity were extracted from Study 2 (3.2.2), and
ToMN and VMPFC estimates were averaged for the figures above, given that no interactions
with ROI were observed. (a) Agreement was negatively associated with ToMN activity among
moral claims. Mental state inferences were positively associated with ToMN activity among
preferences, but not among facts or morals, for each of the three ways the questions were asked:
(b) general mental state information, (c) self-oriented mental state information, and (d) otheroriented mental state information. (e) The presence of a person in the statement was positively
associated with ToMN activity among facts, morals, and preferences. (f–h) ToMN activity was
not significantly associated with mental imagery, arousal, or valence. Shaded areas represent
95% confidence intervals. The full correlation matrix comparing all measures is available in
Figure S1, in the online supplemental materials.
4.1 General Discussion
The Theory of Mind network (ToMN) is a set of brain regions active during social
cognition and mental state inference (Dodell-Feder et al., 2011; Saxe & Kanwisher, 2003; Saxe
& Powell, 2006; Schurz et al., 2014; Van Overwalle, 2009). As ToMN activity is generally
interpreted as an indicator of mental state reasoning, we hypothesized that subjective (i.e.
preference-like) moral claims—which reference the speaker’s beliefs (Goodwin & Darley, 2010;
Sayre-McCord, 1986)—would elicit greater ToMN activity compared to objective (i.e. fact-like)
moral claims. These hypotheses were confirmed (Figure 3a). However, to our surprise, the
relationship between ToMN activity and measures of mental state reasoning varied in its
consistency with prior work. Among preferences, by-stimulus ToMN activity correlated
positively with mental state information, but among morals (and facts) there was no significant
relationship. Notably, among moral claims, by-stimulus variance was explained by metaethical
judgments, but not by mental state information.
Among moral claims, the by-stimulus relationship between ToMN activity and
metaethical judgment was robust to several controls. By-stimulus correlations were significant
along three dimensions, with ToMN activity correlating positively with preference-like ratings,
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and negatively with fact-like and moral-like ratings (Figure 3). Whole brain analyses confirmed
that these results were not dependent on ROI analyses, with fact-like and preference-like
correlations overlapping in bilateral TPJ (Figure 4). The results of the ROI analysis were also
robust to controls for reaction time and theoretically irrelevant semantic/syntactic features (e.g.
reading ease, noun concreteness).
Mental state information was differentially related to ToMN activity for morals, facts,
and preferences. Among preferences, stimuli rated as having more mental state information
elicited greater ToMN activity, whereas among facts and morals there was no significant
relationship. These results held across three probes for mental state information (general, selforiented, other-oriented; Figure 5b–c), collected from three independent online samples. This
finding is puzzling, as prior work has consistently demonstrated that the ToMN is related to
mental state reasoning (Schurz et al., 2014; Van Overwalle, 2009)—however, almost all prior
studies used condition contrasts, a powerful but less sensitive analysis compared to analyses
across stimuli. Dodell-Feder and colleagues (2011) did perform an item-analysis of false-belief
and false-photograph stimuli (using the general mental state information probe that was used in
the present work), but they did not find any by-stimulus relationship between mental state
information and ToMN activity—they only replicated the typical contrast, where RTPJ activity
was greater for false-belief scenarios than false-photographs scenarios. Given this, the present
work presents both evidence for and against a relationship between ToMN activity and mental
state information—the relationship is present across preference stimuli, but absent across morals
(and facts).
Given that fact-like, moral-like, and preference-like ratings correlated with ToMN
activity, how should we interpret these correlations? It would be a mistake to conclude that the
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function of the ToMN is for metaethical judgment (or that any brain region serves a unique
function for moral cognition; Young & Dungan, 2012). Instead, it has been argued that a
scientific understanding of theory of mind could be advanced by “deconstructing and
reconstructing” the concept (Schaafsma et al., 2015)—that is, theory of mind is a complex
cognitive process, and many sub-processes are likely necessary to implement it (e.g. causal
understanding, gaze processing). Most likely, BOLD signal in the ToMN (and TPJ in particular)
corresponds to some process underlying mental state inference (generally), and metaethical
judgment in the context of the present work.
To this end, we briefly speculate about how to interpret the relationship between ToMN
activity and metaethical judgment. Several recent reviews have proposed that activity in social
brain regions may be consistent with a predictive coding framework (Bach & Schenke, 2017;
Joiner, Piva, Turrin, & Chang, 2017; Koster-Hale & Saxe, 2013; Ondobaka, Kilner, & Friston,
2017; Theriault et al., 2019; Van de Cruys et al., 2014). Predictive coding models posit that
sensory signals are predicted by an internal model, and only signals that diverge from these
predictions (i.e. prediction errors) are encoded (Barrett, 2017b, 2017a; Barrett & Simmons, 2015;
Chanes & Barrett, 2016; Clark, 2013, 2015; Denève & Jardri, 2016; Friston, 2010; Friston,
FitzGerald, Rigoli, Schwartenbeck, & Pezzulo, 2017; Hohwy, 2013; Kleckner et al., 2017; Rao
& Ballard, 1999; Sengupta, Stemmler, & Friston, 2013; Seth, 2015; Shadmehr, 2010; Spratling,
2017). Social information, on this account, may be a high-level abstraction within the
hierarchical predictive framework (i.e. a multimodal summary of sensory information; Barrett,
2017b, 2017a), meaning that predictable social information may elicit less BOLD activity in
relevant brain regions and networks. Consistent with this hypothesis, in naturalistic settings,
short visual and auditory events are represented in primary sensory cortices, whereas large,
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abstract events are represented in precuneus and bilateral TPJ, among other regions (Baldassano
et al., 2017; also see Richardson & Saxe, under review).
In the present work, objective, fact-like moral claims may generally be more predictable
than subjective, preference-like morals. In the American context in which they were tested, these
objective moral claims are consistent with the public consensus—e.g. most people agree that
drinking and driving is wrong. The widespread endorsement of these moral beliefs may shape
participants’ expectations; that is, if someone expresses support for a moral claim that is
perceived as objective, then they are only confirming what most people would already assume
about a stranger. At the relevant level of abstraction, the sensory information matches the
prediction, and there is relatively little prediction error to account for (see also Dungan,
Stepanovic, & Young, 2016).
While promising, this hypothesis must be directly tested in future work. In particular, it is
worth exploring the extent that abstract predictions differ between domains. For example,
correlations between ToMN activity and agreement showed near-opposite directionality between
morals and preferences (Figure 5); and while these findings were exploratory, they point to the
possibility that whatever processes are implemented in these brain regions are likely highly
sensitive to context. It is also worth noting that our design intentionally presented claims in
isolation, without an associated speaker or social context. This design feature could be important,
as predictions about moral claims may generalize across people and contexts in a way that are
preferences do not. Although preferences are idiosyncratic and particular to individuals, for
morality, regardless of where you are or whom you are speaking to, you may expect people to
endorse a set of generally applicable moral beliefs—e.g. slavery is wrong, violence is to be
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avoided. In other words, our expectations about others’ moral commitments may be stronger
than our expectations about other categories of belief.
4.2 Conclusion
We began by suggesting that subjective moral claims may elicit greater activity in the
ToMN, given that they refer to the speaker’s beliefs (Goodwin & Darley, 2010; Sayre-McCord,
1986). Our findings are consistent with this hypothesis, but also leave open the possibility that
the ToMN implements a more fundamental feature of social processing, such as social prediction
error (Bach & Schenke, 2017; Joiner et al., 2017; Koster-Hale & Saxe, 2013; Ondobaka et al.,
2017; Theriault et al., 2019; Van de Cruys et al., 2014). The present work, then, provides
evidence for the neural representation of metaethical judgment. We believe that these findings,
and our item-wise methodological approach, can be harnessed in future work to sharpen accounts
of the underlying components of social cognition.
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Appendix A. Experimental Stimuli and best linear unbiased predictors (BLUPs).
Morals
Positive-consensus
The deplorable conditions of
Chinese electronics workers
should not be ignored.

ToM
BLUPs

VMPFC
BLUPs

Fact-like
BLUPs

Moral-like
BLUPs

Preferencelike BLUPs

0.011

1.1269

3.0221

6.2564

3.8453

Driving after drinking heavily is a
stupid and selfish way to behave.

-0.5251

0.5227

3.9144

5.9972

4.0798

Professors should not tolerate
students cheating on their exams.

0.2148

0.2742

3.2157

5.9815

4.303

It is irresponsible for airlines to
risk the safety of their passengers.

-0.7352

-0.0465

3.8749

6.2122

3.2389

Parents should be willing to make
sacrifices for the benefit of their
baby.

0.1883

1.5678

3.0313

5.7222

4.8858

The goal of sports should be to
teach children that respect for
others is more important than
winning.

0.0277

0.9978

2.0062

4.5673

5.3466

It is wrong to use animals as
disposable space shuttle test
pilots.

0.3939

1.7801

2.5669

6.14

4.6066

Dog racing is harmful and
exploitative to the dogs being
raced.

-0.2061

1.1528

3.3337

5.9298

4.1966

Destroying the habitats of owls
through deforestation is
deplorable.

-0.229

0.9305

2.497

6.1893

3.9591

It is unjust for businesses to allow
apples to rot rather than giving
them to the needy.

0.4754

0.8605

2.13

6.0441

4.4336

Music stores should prevent
children from buying CDs with
violent or sexist lyrics.

0.9306

2.5563

1.9186

5.1095

5.2449

Eating fish is acceptable if they
were treated humanely when
caught or raised.

-0.0027

0.4265

1.947

5.4241

5.0757

Good Americans buy American
cars, such as Hummers.

0.371

2.2236

1.4816

2.6911

6.4033

It is wrong to knowingly buy
sandals made using sweatshop
labor.

0.0083

0.2

2.1262

6.1149

4.5567

People should help their elderly
neighbors clear snow from their
driveway.

1.0134

1.664

2.0092

5.6906

4.6681

Harry Potter should be banned
from school libraries for idolizing
witchcraft.

0.673

2.6323

1.2825

3.9891

5.6957

It is wrong to cheat when playing
games such as Monopoly.

-0.0669

-0.0154

2.1859

6.1189

4.2002

No-consensus
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0.0183

2.0761

2.1744

5.8517

4.3915

It is wrong to harm cockroaches
just because humans find them
disgusting.

0.6888

1.2232

1.6661

5.3421

4.8423

Universal donors should be
obligated to donate their blood.

0.4606

1.284

1.6699

4.8386

4.805

-0.07

1.4002

2.0179

5.5038

5.1079

Private beaches are immoral, as
everyone should be able to share
the space.

-0.0172

0.6177

1.7373

4.6917

5.2054

Child labor in coffee bean
farming is acceptable because it
lowers the market price.

-0.0665

1.8448

2.5858

5.7527

4.0372

It is fine for doctors to
accidentally kill a small number
of patients per year.

0.3621

-0.1727

1.5847

6.0397

3.8442

Negative-consensus

Sport fishing to kill and eat fish is
barbaric and evil.

Preferences
Positive-consensus
Using touchscreens is a much
more satisfying way to interact
with computers.

-0.9189

0.1251

1.8004

1.1998

6.6632

Having a drink every now and
then is a good way to relax.

0.6489

1.6982

1.9433

1.7279

6.4285

Professors who play videos make
their classes more entertaining.

-0.1557

1.3853

1.9827

1.2996

6.4646

Going through airport security is
an unpleasant experience.

0.3005

1.2072

2.372

1.3584

6.3961

Babies that are temperamental
are aggravating to spend time
around.

-0.5007

0.7931

1.971

1.4424

6.2982

Afterschool programs involving
sports are more fun than most of
the alternatives available to
children.

-0.4045

1.4263

1.9626

1.3536

6.4338

Gazing at planets through a
telescope is a satisfying activity.

-0.1058

0.6164

1.8833

1.3411

6.5164

Dogs are not worth the stress and
aggravation it takes to own them.

0.0287

0.648

1.5868

1.4261

6.5202

The "hoots" of owls in the woods
make camping more enjoyable.

-0.9634

0.5373

1.6953

1.2657

6.5675

Green apples are too sour to be
an enjoyable lunchtime snack.

-0.5099

0.4378

1.7474

1.1547

6.6263

Rock music is pleasing to the ear,
and much more agreeable than
rap music.

0.5904

1.8393

1.4535

1.195

6.5902

Sitting in a boat and fishing all
day long is boring and a waste of
time.

0.3776

1.0699

1.4302

1.2174

6.665

No-consensus
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Nothing is more awesome than
driving in a Hummer.

-0.573

1.0348

1.423

1.1657

6.7799

Because sandals have fewer
styles, they are less fun to go
shopping for.

-0.985

0.4179

1.8624

1.2667

6.5586

-0.5057

0.6827

1.93

1.2962

6.3668

The Harry Potter books are
engaging and delightful to read,
even for adults.

0.8586

1.1436

2.0413

1.3028

6.6514

Many games are better than
Monopoly, which is incredibly
boring.

-0.0913

1.3158

1.4839

1.2129

6.6934

Any ice cream flavor tastes better
when served in a crunchy waffle
cone.

-1.2491

-1.05

1.6208

1.2306

6.5764

Cockroaches are delicious to eat
because of their hard and crunchy
shell.

-0.4857

-0.5003

1.6712

1.3205

6.6532

Having blood drawn is a
pleasurable experience.

-0.4634

-0.2433

1.5413

1.3137

6.3696

-1.413

-1.4443

1.4348

1.3312

6.5875

While at a hot beach, it is
agonizing to dip your toes in the
cool water.

-1.3909

-0.9091

1.8264

1.2195

6.301

Drinking coffee is a miserable
experience when you are tired
and need energy.

-0.2406

0.8269

1.5902

1.178

6.478

Having a doctor listen attentively
to your medical concerns is
awful.

-0.0912

1.4404

1.4676

1.5881

6.3524

In the wintertime, it is fun to
catch snowflakes on the tip of
your tongue.

Negative-consensus

Nothing is more appealing than
the smell of rotting fish.

Facts
Positive-consensus
Touchscreens are used in a
variety of electronics, including
smartphones.

-1.3451

-1.1744

6.689

1.1949

1.4992

A breathalyzer is used to
determine whether a driver is
intoxicated.

-1.3908

-1.3893

6.6404

1.5536

1.375

University professors teach
classes but also conduct research.

-0.2091

0.5427

6.3226

1.2109

1.7311

Airplanes have wings that enable
the plane to lift upwards.

-1.5847

-0.7983

6.6292

1.1615

1.277

In a full-term human pregnancy,
babies spend nine months in a
woman's womb.

-1.1268

-0.3927

6.7811

1.3927

1.206

In sports-based afterschool
programs children participate in
sports such as baseball or
basketball to name a few.

-1.5024

-0.9464

6.2851

1.1473

2.0334
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No-consensus
Saturn's moon, Titan, is the only
moon known to have clouds.

-0.8656

-0.2341

6.7416

1.1645

1.2553

The dog breed, Basenji, is the
world's only barkless dog breed.

-1.9031

-1.3962

6.7146

1.2293

1.3857

Of all types of birds, owls are the
ones that can see the color blue.

-1.2773

-0.0252

6.5033

1.1704

1.221

Newtown Pippin was the first
apple variety exported from the
US.

-0.9766

0.02

6.5508

1.2877

1.3402

The first CD made for
commercial release was the rock
CD: "Born in the USA."

-0.7217

0.7578

6.3238

1.2247

1.4223

There are more fish species in the
Amazon River than in the
Atlantic Ocean.

-1.3589

-1.3786

6.2895

1.2685

1.2493

Hummer trucks were first
marketed to civilians in 1990.

-0.9593

0.3892

6.6263

1.1715

1.3217

The oldest sandals in the world
were found in Oregon's Paisley
Caves.

-1.5318

-1.2682

6.5087

1.2753

1.4208

A town in North Dakota holds
the world record for the tallest
snowman.

-0.8145

-0.6858

6.6517

1.1539

1.2155

The author J.K. Rowling has two
younger siblings, one brother and
one sister.

-0.226

0.5963

6.6338

1.2753

1.1995

Monopoly pieces were made
from wood, not metal, during
WWI.

-0.699

0.4126

6.6678

1.1593

1.2906

-0.8793

-0.0489

6.5895

1.2161

1.3635

Cockroaches are a type of coldblooded reptiles related to
snakes.

-1.7082

-1.072

5.6398

1.2107

1.4144

In humans, the liver pumps blood
throughout the body.

-1.8077

-1.992

5.6126

1.2347

1.2591

Fish are able to live outside of
water for an extended time.

-1.1876

-0.5137

5.7055

1.4063

1.2456

The sand on beaches is usually
transported there from nearby
deserts.

-0.8853

0.0665

6.11

1.2452

1.2927

Coffee beans grow particularly
well in freezing cold climates,
such as Alaska and Russia.

-1.4569

-1.0238

5.8752

1.1975

1.4958

Medical students at hospitals are
able to perform surgeries with
little to no training.

-0.2611

0.9317

4.6601

1.734

1.6692

The very first waffle cone was
invented in Chicago, Illinois, at a
state fair.

Negative-consensus

ToM BLUPs average estimates for DMPFC, PC, RTPJ, and LTPJ, as all by-stimulus random slopes were perfectly
correlated. For model details, see Tables S4 and S6 of the supplemental online materials.
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Appendix B. List of covariates, with descriptions.
Semantic/syntactic measures (2.2.6)
Question name
Word count
Flesch reading
ease

Source
Coh Metrix 3.0
Coh Metrix 3.0

Anaphor
reference

Coh Metrix 3.0

Intentional
verb incidence

Coh Metrix 3.0

Causal verb
incidence
Causal verb
ratio

Coh Metrix 3.0

Noun
concreteness

Coh Metrix 3.0

Noun
familiarity

Coh Metrix 3.0

Noun
imageability

Coh Metrix 3.0

Negation
density

Coh Metrix 3.0

Number of
modifiers

Coh Metrix 3.0

Left
embeddedness

Coh Metrix 3.0

Reaction time

In-scanner
N = 25

Coh Metrix 3.0

Description
Number of words in statement.
Measures reading difficult through the average sentence
length and number of syllables per word. Higher scores
indicate more difficulty.
Measures the number of times a single idea is referenced by
counting the use of anaphors (e.g. pronouns: he, she, it;
ellipsis markers: did, was).
Measures intentional information by counting verbs
categorized as intentional by Wordnet ratings (Fellbaum,
1998; Miller et al., 1990).
Measures causal information by counting verbs categorized
as causal by WordNet ratings.
Measures the cohesion of causal events to actors through the
ratio of causal particles (e.g. because, if) to causal verbs.
Higher scores indicate increased cohesion and easier
readability.
Measures concreteness of content words (e.g. chair is high
in concreteness, democracy is low) using the mean
concreteness ratings of content words, taken from human
ratings in the MRC Psycholinguistics Database (Coltheart,
1981).
Measures the familiarity of content words using the mean
familiarity ratings of all content words, taken from human
ratings in the MRC Psycholinguistic Database.
Measures the imageability of content words using the mean
familiarity ratings of all content words, taken from human
ratings in the MRC Psycholinguistic Database.
Provides a measure of syntactic complexity (i.e. working
memory load) through the count of negative expressions in
the text (e.g. not, un-).
Provides a measure of syntactic complexity (i.e. working
memory load) through the mean number of modifiers per
noun phrase.
Provides a measure of syntactic complexity (i.e. working
memory load) through the mean number of words before the
main verb in a sentence.
The time from the appearance of the in-scanner agreement
rating prompt to the input of a response by the participant.

Online Item Features
Agreement
Valence

Study 1
(N = 49)
Online sample
(N = 42)

“To what extent do you agree / disagree with this
statement?” (1-7; “strongly disagree”-“strongly agree”).
Valence was the difference between unipolar positive and
negative ratings (Kron et al., 2013), described below:
Instructions: “Please rate your feelings regarding this
statement using the following two scales. An extreme

TOM NETWORK ASSOCIATED WITH METAETHICS

Arousal

Online sample
(N = 42)

Mental imagery

Online sample
(N = 46)

Mental state

Online sample
(N = 48)

Person present

Online sample
(N = 48)
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unpleasant rating means you feel completely unpleasant,
unhappy, annoyed, unsatisfied, melancholic, or despaired.
An extreme pleasant rating means you feel completely
pleased, happy, satisfied, content or hopeful.”
Ratings: Negative valence (1-8; “no unpleasant feelings”“strong unpleasant feelings”) and positive valence (1-8; “no
pleasant feelings”-“strong pleasant feelings”).
Arousal was the sum of unipolar positive and negative
ratings, described above.
Recent work has demonstrated that summed unipolar
valence ratings are highly correlated with physiological
measures of arousal, and may be superior to separately
measuring arousal (Kron et al., 2013).
“To what extent did you picture or imagine what the
statements described as you read?” (1-7; “very little”-“very
much”; Dodell-Feder et al., 2011).
“To what extent did this statement make you think about
someone’s experiences, thoughts, beliefs and/or desires?”
(1-7; “very little”-“very much”; Dodell-Feder et al., 2011).
“Does this statement mention people or a person?” (“Yes” /
“No”).

Coh Metrix ratings are calculated using an online tool at http://cohmetrix.com (Graesser et al., 2004; McNamara et
al., 2014). In online samples, participants who did not correctly answer a catch question (asking them to describe
any of the 72 statements they had read) were excluded from analysis. This caused some variability in N across
covariates.
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Figure S1. Correlation table of by-stimulus estimates.
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Table S1. Study 1 condition means.
Behavioral ratings
Model:
Rating ~ Category * Rating-type * Consensus +
(1+ Category * Rating-type | ID) +
(1 + Rating-type | Item)

Category
Morals

Rating-type
About Facts
About Morals
About Preferences

Mean (SE)
3.24 (0.21) A
5.78 (0.28)
4.28 (0.28)

Consensus
Noconsensus
Mean (SE)
2.13 (0.18) B
5.46 (0.23)
4.81 (0.25)

Facts

About Facts
About Morals
About Preferences

6.59 (0.17) A
1.31 (0.24)
1.58 (0.21)

6.59 (0.17) B
1.19 (0.18)
1.29 (0.16)

5.53 (0.20) B
1.35 (0.24)
1.36 (0.21)

Preferences

About Facts
About Morals
About Preferences

2.03 (0.20
1.40 (0.24)
6.46 (0.22)

1.68 (0.17)
1.26 (0.18)
6.60 (0.17)

1.57 (0.20)
1.32 (0.24)
6.43 (0.22)

Positive-consensus

Negativeconsensus
Mean (SE)
1.83 (0.21) B
5.33 (0.28)
4.59 (0.28)

Agreement ratings
Model:
Agreement ~ Category * Consensus +
(1+ Category | ID) +
(1 | Item)
Consensus
NoNegativeconsensus
consensus
Category
Mean (SE)
Mean (SE)
Mean (SE)
Fact
6.41 (0.40)
4.76 (0.31)
2.46 (0.42)
Moral
6.05 (0.40)
4.90 (0.29)
2.66 (0.39)
Preference
4.98 (0.40)
4.08 (0.28)
1.58 (0.40)
Mean estimates and standard errors are derived from contrasts within the models described in 2.2.1 and 2.2.2.
Superscripts denote significant differences within each row (p values corrected for 27 comparisons; single-step
method; α familywise = .05; single-step method).
Positive-consensus
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Table S2. Study 2 in-scanner agreement ratings.
Consensus
NoNegativeconsensus
consensus
Category
Mean (SD)
Mean (SD)
Mean (SD)
Facts
3.64 (0.06)
2.68 (0.16)
1.47 (0.11)
Morals
3.64 (0.07)
2.81 (0.06)
1.89 (0.11)
Preferences
2.93 (0.07)
2.56 (0.06)
1.46 (0.12)
Mean and standard error (across participants). All comparisons, within content categories, were significant at p <
.001.
Positive-consensus
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Table S3. Theory of Mind network ROI coordinates.
Region

x

y

z

T score

DMPFC

0

58

22

5.62

VMPFC

0

44

-20

7.69

PC

0

-52

40

10.81

RTPJ

52

-60

24

10.55

LTPJ

-56

-56

28

9.69

ROIs were a 9mm sphere around the reported coordinates. T scores represent difference scores in the false belief >
false photograph contrast, in a random effects analysis across all subjects (df = 24). All coordinates are reported in
MNI space.
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Table S4. Study 1 behavioral rating model details.
ToM network activity
Model:
Rating ~ Category * Rating-type +
(1+ Category * Rating-type | ID) +
(1 + Rating-type | Item)
REML criterion at convergence: 32392.5
Dummy coded control conditions: Facts (category) & Fact-like ratings (rating-type)
Random effects structure (by-subject)
Variance
Intercept
Moral
Preference
Moral-like
Preference-like
M*Moral-like
M*Pref-like
P*Moral-like
P*Pref-like

0.08
2.52
2.37
1.94
2.24
7.23
6.85
2.34
7.70

St.Dev
0.89
1.59
1.54
1.39
1.50
2.69
2.62
1.53
2.78

Correlations
Intercept
Moral
-0.86
-0.89
-0.95
-0.97
0.84
0.73
0.91
0.89

0.94
0.84
0.88
-0.89
-0.82
-0.94
-0.90

Pref

0.90
0.94
-0.87
-0.84
-1.00
-0.98

Morallike

Preflike

M*
M-like

M*
P-like

P*
Ml-like

0.98
-0.88
-0.77
-0.91
-0.94

-0.87
-0.77
-0.95
-0.94

0.74
0.89
0.88

0.85
0.86

0.98

Random effects structure (by-stimulus)
Intercept
Moral-like
Pref-like

Variance

St.Dev

.301
.349
.750

.549
.590
.866

Variance
1.10

St.Dev
1.05

Correlations
Intercept Morallike
-0.58
-0.90
0.27

Residual
Fixed Effects
Name

B (SE)

t(df)

Intercept
Moral
Preference
Moral-like
Preference-like
Moral*Moral-like
Preference*Moral-like
Moral*Preference-like
Preference*Preference-like

6.32 ( 0.17)
-3.99 (0.28)
-4.58 (0.27)
-5.06 (0.24)
-4.94 (0.28)
8.24 (0.42)
4.63 (0.28)
7.23 (0.45)
9.72 (0.47)

t(101.1) = 36.85
t(88.2) = 14.25
t(90.0) = 16.70
t(79.0) = 21.38
t(98.6) = 17.59
t(66.1) = 19.40
t(91.9) = 16.32
t(86.2) = 15.93
t(82.8) = 20.57

St.Dev = standard deviation. *** p < .001; ** p < .01; * p < .05; † p < .10

p

< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
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Table S5. Study 2 behavioral rating means.

Category
Morals

Rating-type
About Facts
About Morals
About Preferences

Mean (SE)
3.14 (0.24) A
6.35 (0.18) A
4.23 (0.31)

Consensus
Noconsensus
Mean (SE)
2.30 (0.22) B
5.88 (0.17) B
4.31 (0.30)

Facts

About Facts
About Morals
About Preferences

6.59 (0.19)
1.55 (0.21)
1.85 (0.22) A

6.65 (0.18)
1.29 (0.20)
1.37 (0.21) B

6.38 (0.19)
1.57 (0.21)
1.68 (0.22) AB

Preferences

About Facts
About Morals
About Preferences

2.52 (0.23)
2.11 (0.25)
6.51 (0.19) A

1.95 (0.21)
1.74 (0.24)
6.58 (0.18) B

2.14 (0.23)
1.90 (0.25)
6.32 (0.19) AB

Positive-consensus

Negativeconsensus
Mean (SE)
2.01 (0.24) B
5.87 (0.18) B
4.34 (0.31)

Mean and standard error are estimated using contrasts within the model defined in 3.2.1. Superscripts denote
significant differences within each row (p values corrected for 27 comparisons; single-step method; α familywise = .05;
single-step method).
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Table S6. Study 2 ToM network mixed effects model.
ToM network activity
Model:
PSC ~ Category * ROI +
(1+ Moral + Preference + VMPFC + PC + RTPJ + LTPJ + Moral*(VMFPC+LTPJ) | ID) +
(1 + VMPFC | Item)
REML criterion at convergence: 2271
Dummy coded control conditions: Facts (category) & DMPFC (ROI)
Random effects structure (by-subject)
Variance
Intercept
VMPFC
PC
RTPJ
LTPJ
Moral
Pref
M*VMPFC
M*LTPJ

St.Dev

.008
.010
.008
.011
.007
.003
.002
.002
.002

.091
.101
.090
.105
.085
.053
.042
.042
.041

Correlations
Intercept
VMPFC
0.01
-0.60
-0.57
-0.46
-0.27
-0.07
-0.14
-0.33

-0.13
-0.20
-0.22
0.24
0.18
-0.08
0.30

PC

RTPJ

LTPJ

Moral

Pref

0.71
0.54
-0.34
-0.14
-0.43
0.59

0.53
-0.30
0.07
-0.18
0.35

-0.41
-0.11
-0.41
0.64

0.52
0.62
-0.08

0.66
0.37

M*
VMPFC

-0.30

Random effects structure (by-stimulus)
Variance
Intercept
VMPFC

St.Dev

.002
.004

.048
.064

Variance
.071

St.Dev
.027

Correlations
Intercept
.03

Residual
Fixed Effects
Name

B (SE)

t(df)

Intercept
Moral
Preference
VMPFC
PC
RTPJ
LTPJ
Moral*VMPFC
Moral*PC
Moral*RTPJ
Moral*LTPJ
Pref*VMPFC
Pref*PC
Pref*RTPJ
Pref*LTPJ

-0.147 (0.023)
0.166 (0.023)
0.160 (0.022)
0.084 ( 0.029)
0.005 (0.024)
0.005 (0.026)
0.105 (0.023)
-0.035 (0.030)
-0.059 (0.022)
-0.113 (0.022)
-0.068 (0.024)
-0.074 (0.029)
-0.123 (0.022)
-0.152 (0.022
-0.11 (0.022)

t(46) = 6.27
t(128) = 7.05
t(169) = 7.11
t(51) = 2.93
t(47) = 0.20
t(42) = 0.18
t(45) = 4.55
t(97) = 1.18
t(844) = 2.68
t(844) = 5.12
t(162) = 2.88
t(114) = 2.56
t(844) = 5.56
t(844) = 6.89
t(844) = 5.05

St.Dev = standard deviation. *** p < .001; ** p < .01; * p < .05; † p < .10

p

< .001 ***
< .001 ***
<. 001 ***
.005 **
.846
.858
< .001 ***
.241
.007 **
< .001 ***
.004 **
.012 *
< .001 ***
< .001 ***
< .001 ***
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Table S7. Study 2 ToM–behavioral analysis.
DV: Behavioral ratings (Study 1 BLUPs)
Term
PSC x 2 (ROI: ToM/VMPFC) x 3 (rating-type (fact-/moral-/preference-like)
x 3 (category: fact/moral/preference)
PSC x 2 ROI x 3 rating-type x 2 (fact/preference)
PSC x 2 ROI x 3 rating-type x 2 (fact/moral)
PSC x 2 ROI x 3 rating-type x 2 (moral/preference)
Within moral claims
PSC x 2 ROI x 3 rating-type
PSC x 2 ROI x 2 (fact-like/preference-like)
PSC x 2 ROI x 2 (fact-like/moral-like)
PSC x 2 ROI x 2 (moral-like/preference-like)
Within preference-like ratings
PSC x ROI
Within fact-/moral-like ratings
PSC x ROI
Model: rating-type + (PSC x ROI) + (PSC x ROI x preference-like)
Intercept (Fact-like rating)
Moral-like
Preference-like
PSC (within fact-like/moral-like)
PSC x preference-like (within ToM)
PSC x ROI (interaction for VMFPC, within fact-/moral-like)
PSC x preference-like x ROI (interaction for VMPFC, for preference-like)
Contrasts:
Fact-/moral-like–ToM relationship
Preference-like–ToM relationship
Fact-/moral-like-VMPFC relationship
Preference-like–VMPFC relationship

B (SE)
2.57 (0.11)
3.17 (0.14)
1.80 (0.17)
-1.01 (0.23)
1.94 (0.40)
0.72 (0.23)
-1.35 (0.40)
B (SE)
-1.01 (0.23)
0.94 (0.33)
-0.28 (0.09)
0.31 (0.12)

F statistic
F(2, 405) = 5.73

p
< .001 ***

F(2, 270) = 0.01
F(2, 270) = 7.42
F(2, 270) = 6.64

.986
< .001 ***
.002 **

F(2, 135) = 6.03
F(1, 90) = 13.77
F(1, 90) = 0.81
F(1, 90) = 5.47

.003**
< .001 ***
.371
.022 *

F(1, 45) = 4.57

.038 *

F(1, 92) = 8.80
t statistic
t(137) = 22.80
t(137) = 23.00
t(137) = 10.62
t(137) = 4.32
t(137) = 4.81
t(137) = 3.11
t(137) = 3.35
t statistic
t(140) = 4.32
t(140) = 2.85
t(140) = 3.18
t(140) = 2.48

.004 **
p
< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
.002 **
.001 **
p
< .001 ***
.020 *
.007 **
.055 †

Contrast p values corrected for 4 comparisons; single-step method; α familywise = .05; single-step method. *** p <
.001; ** p < .01; * p < .05; † p < .10
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Table S8. Whole brain correlation peak coordinates.
Contrast

Name

Fact-like rating
(negative)

M Superior frontal gyrus

Cluster
Size
1037

L Middle frontal gyrus

658

L Angular gyrus

398

L Middle temporal gyrus

142

R Angular gyrus

412

R Middle frontal gyrus

239

L Medial caudate nucleus

132

Fact-like rating
(positive)

M Parietooccipital sulcus

145

Preference-like
rating (positive)

R Angular gyrus

124

Peak T

x

y

z

7.60
6.76
5.40
7.22
6.24
5.33
6.53
5.60
5.23
6.51
5.57
6.43
5.76
5.74
5.58
5.14
5.18
5.16

-8
-18
16
-28
-42
-48
-44
-38
-34
-58
-66
44
50
52
40
32
-14
-12

24
20
44
10
12
28
-62
-72
-62
-32
-26
-68
-56
-62
20
28
14
6

58
62
48
50
44
24
-48
48
48
-16
-12
46
32
40
44
42
10
14

4.85
4.83
4.14

8
-6
6

-78
-80
-84

36
18
44

5.12
54
-60
34
4.84
50
-62
42
3.95
44
-68
46
L Angular gyrus
102
4.98
-36
-70
48
4.36
-30
-64
54
4.14
-30
-76
46
First level models produced a beta map for each item, for each participant. For each participant, 3 models,
predicting by-stimulus estimates were created, with fact-like, moral-like, and preference-like ratings as
respective predictors. Beta maps for ratings from each model were entered into a random effects analysis across
all participants. Permutation tests (5000 samples) were used to achieve a cluster-corrected familywise error rate
of α = .05 in each contrast, while thresholding voxels at p < .001 (uncorrected). Permutation testing was
performed using SnPM 13 (http://warwick.ac.uk/snpm; Nichols & Holmes, 2001). All coordinates reported in
MNI space.
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Table S9. Study 2 ToM–behavioral analysis: controlling for semantic/syntactic features
Model:
PSC ~ Category*ROI*NounConcreteness + ROI*LeftEmbeddedness + NounFamiliarity +
(1+ Moral + Preference + VMPFC + PC + RTPJ + LTPJ + Moral*(VMFPC+LTPJ) | ID) +
(1 + VMPFC | Item)
REML criterion at convergence: 2378.2
Dummy coded control conditions: Facts (category) & DMPFC (ROI)
DV: Behavioral ratings (Study 1 BLUPs)
PSC corrected for syntactic/semantic features
Term
PSC x 2 (ROI: ToM/VMPFC) x 3 (rating-type (fact-/moral-/preference-like)
x 3 (category: fact/moral/preference)
PSC averaged across ROI
PSC x 3 rating-type x category
PSC x 3 rating-type x category (fact/preference)
PSC x 3 rating-type x category (fact/moral)
PSC x 3 rating-type x category (moral/preference)
Within moral claims
PSC x 3 rating-type
PSC x 2 (fact-like/preference-like)
PSC x 2 (fact-like/moral-like)
PSC x 2 (moral-like/preference-like)
Model: rating-type + PSC + (PSC x preference-like)
Intercept (Fact-like rating)
Moral-like
Preference-like
PSC (within fact-like/moral-like)
PSC x preference-like
Contrasts:
Fact-/moral-like–ToM relationship
Preference-like–ToM relationship

F statistic
F(4, 405) = 0.86

B (SE)
2.18 (0.14)
3.18 (0.19)
2.61 (0.21)
-0.97 (0.26)
1.99 (0.44)
B (SE)
-0.97 (0.26)
1.02 (0.36)

p
.486

F(4, 198) = 9.54
F(2, 132) = 0.61
F(2, 132) = 9.81
F(2, 132) = 14.17

<.001 ***
.542
<.001 **
<.001 **

F(2, 66) = 9.89
F(1, 44) = 18.20
F(1, 44) = 0.001
F(1, 44) = 13.97
t statistic
t(67) = 15.31
t(67) = 16.50
t(67) = 12.72
t(67) = 3.79
t(67) = 4.48
t statistic
t(70) = 3.79
t(70) = 2.81

<.001 ***
<.001 ***
.972
< .001 ***
p
< .001 ***
< .001 ***
< .001 ***
< .001 ***
< .001 ***
p
< .001 ***
.013 *

Contrast p values corrected for 2 comparisons; single-step method; α familywise = .05; single-step method. *** p < .001;
** p < .01; * p < .05; † p < .10
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Table S10. Model simplification for item features.
DV: Agreement (Study 1 BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
PSC x 2 (category: moral/fact)
PSC x 2 (category: moral/preference)
PSC x 2 (category: fact/preference)
Model: PSC x 3 (category)
Contrast: PSC within Facts
Contrast: PSC within Morals
Contrast: PSC within Preferences

B (SE)
0.02 (0.50)
-1.46 (0.59)
1.01 (0.44)

F statistic
F(2, 135) = 1.27
F(1, 137) = 0.30

p
.284
.587

F(2, 66) = 5.92
F(1, 44) = 3.71
F(1, 44) = 11.78
F(1, 44) = 2.32
t statistic
t(69) = 0.04
t(69) = 2.59
t(69) =2.30

.004 **
.061 †
.001 **
.135
p
1.00
.037 *
.072 †

F statistic
F(2, 135) = 1.36
F(2, 137) = 0.04

p
.261
.844

DV: Mental State General (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
PSC x 2 (category: moral/fact)
PSC x 2 (category: moral/preference)
PSC x 2 (category: fact/preference)
Model: PSC x 3 (category)
Contrast: PSC within Facts
Contrast: PSC within Morals
Contrast: PSC within Preferences

F(2, 66) = 5.92
F(1, 44) – 5.07
F(1, 44) = 12.33
F(1, 44) = 1.06
B (SE)
t statistic
0.20 (0.12)
t(66) = 1.65
-0.24 (0.14)
t(66) = 1.70
0.37 (0.11)
t(66) = 3.39

.004 **
.029 *
.001 **
.309
p
.275
.253
004 **

DV: Mental State Self-Oriented (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
PSC x 2 (category: moral/fact)
PSC x 2 (category: moral/preference)
PSC x 2 (category: fact/preference)
Model: PSC x 3 (category)
Contrast: PSC within Facts
Contrast: PSC within Morals
Contrast: PSC within Preferences

F statistic
F(2, 135) = 0.43
F(1, 137) = 0.12

B (SE)
-0.12 (0.23)
-0.37 (0.27)
0.51 (0.21)

F(2, 66) = 3.96
F(1, 44) = 0.44
F(1, 44) = 6.96
F(1, 44) = 4.16
t statistic
t(66) = 0.55
t(66) = 1.37
t(66) = 2.48

p
.689
.720
.024 *
.511
.011 *
.047 *
p
.928
.436
.047 *

DV: Mental State Other-Oriented (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
PSC x 2 (category: moral/fact)
PSC x 2 (category: moral/preference)
PSC x 2 (category: fact/preference)
Model: PSC x 3 (category)
Contrast: PSC within Facts
Contrast: PSC within Morals
Contrast: PSC within Preferences

F statistic
F(2, 135) = 0.52
F(1, 137) = 0.09

B (SE)
0.23 (0.19)
-0.26 (0.22)
0.47 (0.17)

F(2, 66) = 3.48
F(1, 44) = 2.34
F(1, 44) = 9.30
F(1, 44) = 0.83
t statistic
t(66) = 1.20
t(66) = 1.19
t(66) = 2.77

p
.596
.763
.037 *
.133
.004 **
.367
p
.547
.552
.022 *

DV: Person Present (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
Model: DV ~ category + PSC

B (SE)

F statistic
F(2, 135) = 0.61
F(1, 137) = 0.22

p
.546
.637

F(2, 66) = .04
t statistic

.962
p

TOM NETWORK ASSOCIATED WITH METAETHICS
Main effect: PSC (within moral/preference/fact)

62
1.49 (0.65)

t(68) = 2.28

.026 *

DV: Mental Imagery (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
Model: DV ~ category + PSC
Main effect: PSC (within moral/preference/fact)

B (SE)
-0.13 (0.11)

F statistic
F(2, 135) = 0.31
F(1, 137) = 0.07

p
.732
.797

F(2, 66) = 0.39
t statistic
t(68) = 1.15

.680
p
.253

F statistic
F(2, 135) = 0.11
F(1, 137) = 0.26

p
.892
.611

F(2, 66) = 0.35
t statistic
t(68) = 0.77

.703
p
.443

F(2, 135) = 0.13
F(1, 137) = 0.03

p
.868
.857

F(2, 66) = 0.03
t statistic
t(68) = 1.09

.857
p
.281

DV: Arousal (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
Model: DV ~ category + PSC
Main effect: PSC (within moral/preference/fact)

B (SE)
-0.05 (0.06)

DV: Valence (Online Sample BLUPs)
Term
PSC x 3 (category: fact/moral/preference) x 2 (ROI: ToM/VMPFC)
PSC x 2 (ROI)
PSC averaged across ROI
PSC x 3 (category)
Model: DV ~ category + PSC
Main effect: PSC (within moral/preference/fact)

*** p < .001; ** p < .01; * p < .05; † p < .10

F statistic

B (SE)
0.51 (0.47)

